O’Reilly Media, Inc.

4/16/07

13

The Design of the Gene Sorter

Jim Kent

This chapter is about a moderate-sized program I wrote called the Gene Sorter. The size of the Gene Sorter code is larger than the projects described in most of the other chapters, about 20,000 lines in all. Though there are some smaller pieces of the Gene Sorter that are quite nice, for me the real beauty is how easy it is to read, understand, and extend the program as a whole. In this chapter I’ll present an overview of what the Gene Sorter does, highlight some of the more important parts of the code, and then discuss the issues involved in making programs longer than a thousand lines enjoyable and even beautiful to work with.

The Gene Sorter helps scientists rapidly sift through the roughly 25,000 genes in the human genome to find those most relevant to their research. The program is part of the http://genome.ucsc.edu web site, which also contains many other tools for working with data generated by the Human Genome Project. The Gene Sorter design is simple and flexible. It incorporates many lessons we learned in two previous generations of programs that serve biomedical data over the Web. The program uses CGI to gather input from the user, makes queries into a MySQL database, and presents the results in HTML. About half of the program code resides in libraries shared with other genome.ucsc.edu tools.

The human genome is a digital code that somehow contains all of the information needed to build a human body, including that most remarkable of organs, the human brain. The information is stored in three billion bases of DNA. Each base can be an A, C, G, or T. Thus, there are two bits of information per base, or 750 megabytes of information in the genome.

It is remarkable that the information to build a human being could fit easily into a memory stick in your pocket. Even more remarkably, we know from an evolutionary analysis of many genomes that only about 10 percent of that information is actually needed. The other 90 percent of the genome consists primarily of relics from evolutionary experiments that turned into dead ends, and in the clutter left by virus-like elements known as transposons.

Most of the currently functional parts of the genome are found in genes. Genes consist of regulatory elements that determine how much of the gene product will be made, and the code for the gene product itself. The regulation of genes is often quite complex. Different types of cells use different genes. The same cell type uses different genes in different situations.

The gene products are diverse too. A large and important class of genes produce messenger RNA (mRNA), which is then translated into proteins. These proteins include the receptors molecules that let the cell sense the environment and interact with other cells, the enzymes that help convert food to more usable forms of energy, and the transcription factors that control the activity of other genes. Though it has not been an easy job, science has identified about 90 percent of the genes in the genome, over 20,000 genes in all.

Most scientific research projects are interested in just a few dozen of these genes. People researching a rare genetic disease examine the patterns of inheritance of the disease to link the disease to perhaps a 10,000,000-base region of a single chromosome. In recent years scientists have tried to associate 100,000-base regions with more common diseases such as diabetes that are partly but not entirely genetic in nature.

The User Interface of the Gene Sorter

The Gene Sorter can collect all the known genes in disease-related regions of DNA into a list of candidate genes. This list is displayed in a table, illustrated in Figure 13-1, that includes summary information on each gene and hyperlinks to additional information. The candidate list can be filtered to eliminate genes that are obviously not relevant, such as genes expressed only in the kidneys when the viewer is researching a genetic disease of the lungs. The Gene Sorter is also useful in other contexts where one wants to look at more than one gene at once, such as when one is studying genes that are expressed in similar ways or genes that have similar known functions. The Gene Sorter is available currently for the human, mouse, rat, fruit fly, and C. elegans genomes.
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Figure 13-1. Main page of the Gene Sorter

The controls on the top of the screen specify which version of which genome to use. The table underneath contains one row per gene.

A separate configuration page controls which columns are displayed in the table and how they are displayed. A filter page can be used to filter out genes based on any combination of column values.

The table can be sorted a number of ways. In this case it is sorted by proximity to the selected gene, SYP. SYP is a gene involved with the release of neurotransmitters.

Maintaining a Dialog with the User over the Web

The Gene Sorter is a CGI script. When the user points her web browser to the Gene Sorter’s URL (http://genome.ucsc.edu/cgi-bin/hgNear), the web server runs the script and sends the output over the network. The script’s output is an HTML form. When the user hits a button on the form, the web browser sends a URL to the web server that includes the values in the drop-down menus and other controls encoded as a series of variable=value pairs. The web server runs the script once more, passing the variable=value pairs as input. The script then generates a new HTML form in response.

CGI scripts can be written in any language. The Gene Sorter script is actually a moderately large program written in C.

A CGI script has both advantages and disadvantages compared to other programs that interact with users on the desktop. CGI scripts are quite portable and do not need different versions to support users on Windows, Macintosh, and Linux desktops. On the other hand, their interactivity is only modest. Unless one resorts to JavaScript (which introduces serious portability issues of its own), the display will be updated only when the user presses a button and waits a second or two for a new web page. However, for most genomic purposes, CGI provides an acceptably interactive and very standard user interface.

The lifetime of a CGI script is very limited. It starts in response to the user clicking on something and finishes when it generates a web page. As a consequence, the script can’t keep long-term information in program variables. For very simple CGI scripts, all of the necessary information is stored in the variable=value pairs (also known as CGI variables).

However, for more complex scripts such as the Gene Sorter, this is not sufficient because the script might need to remember the result of a control that the user set several screens back, but the web server sends only the CGI variables corresponding to the controls in the most recently submitted page. Our CGI scripts therefore need a way to store data for the long term.

There are two mechanisms CGI provides for storing data not visible in a form’s controls: hidden CGI variables and cookies. In a hidden CGI variable, the data is stored in the HTML in the form of <INPUT> tags of type hidden. With cookies, the data is stored by the web browser and sent in the HTTP header.

Cookies were somewhat controversial when they were first released, and some users would disable them. However cookies can persist for years, while hidden variables disappear as soon as a web page is closed. Neither cookies nor hidden variable can store truly large amounts of data. The exact amount varies between web browsers, but generally it’s not safe to try to save more than 4 KB of data via these mechanisms.

To exploit both cookies and hidden variables, we
 developed a “cart” object that integrates the cookie and hidden variable mechanisms with an SQL database. The cart maintains two tables, one associated with a user and one associated with a web session. The tables are of the same format, consisting of a key column, a blob field containing all of the variable=value pairs in the same format they are passed in the URL, and fields that track the usage times and access counts.

A key into the user table is kept in a persistent cookie, and a key into the session table is kept in a hidden CGI variable. On startup, the script looks for the user key in a cookie. If it finds it, it loads the associated variable=value pairs into a hash table. If it doesn’t find the cookie, it generates a new user key, and the hash table remains empty.

Next, the script looks for the session key and loads the variables from it, replacing any variables that are already in the hash. Finally, any new CGI variables are loaded on top of whatever is in hash.

A series of library routines allows the script to read and write variables in the cart’s hash. As the script exits, it updates the database tables with the current contents of the cart. If the user does not have cookies enabled, he will still be able to interact with Gene Sorter during a single session because the session key is not kept in cookies. Separating the session from the user keys also lets the user have the Gene Sorter going in two separate windows, without the two windows interfering with each other. The user level of the cart allows the Gene Sorter to start up in the same place it was last used, even after the user has moved onto another site in the meantime.

In the genome.ucsc.edu implementation of the Gene Sorter, all of the CGI scripts on the site share the same cart. Thus, the cart contains variables that are even more global than normal program variables. This is often useful. If the user is focusing on the mouse genome rather than the human genome in one of our programs, she probably wants to be using the mouse on other programs as well.

However, as our programs have grown, to avoid inadvertent name conflicts between cart variables, we have adopted the convention that cart variables (unless they truly are meant to be global) start with the name of the CGI script that uses them. Thus, most of the Gene Sorter’s cart variables start with hgNear_. (We use the underline character rather than a period as a separator because the period would interfere with JavaScript.)

All in all, the cart makes it relatively straightforward for the Gene Sorter to maintain the illusion of continuity to users, even though a separate instance of the program runs on each user click.

The short lifetime of a CGI script does have some advantages. In particular, a CGI script does not need to worry much about memory leaks and closing files because these are all cleaned up by the operating system on program exit. This is particularly nice in the C language, which does not have automatic resource management.

A Little Polymorphism Can Go a Long Way

Inside most programs of any flexibility, there is likely to be a polymorphic object of some sort. The table that takes up most of the main page of the Gene Sorter is composed of a series of polymorphic column objects.

Making polymorphic objects in C is not as easy as it is in more modern object-oriented languages, but it can be done in a relatively straightforward manner using a struct in place of an object and function pointers in place of polymorphic methods. Example 13-1 shows a somewhat abbreviated version of the C code for the column object.

Example 13-1. The column structure, a polymorphic object in C

struct column

/* A column in the big table. The central data structure for

 * hgNear. */

   {

   /* Data set guaranteed to be in each column.  */

   struct column *next;   /* Next column in list. */

   char *name;            /* Column name, not seen by user. */

   char *shortLabel;      /* Column label. */

   char *longLabel;       /* Column description. */

   /* -- Methods -- */

   void (*cellPrint)(struct column *col, struct genePos *gp,

        struct sqlConnection *conn);

   /* Print one cell of this column in HTML. */

   void (*labelPrint)(struct column *col);

   /* Print the label in the label row. */

   void (*filterControls)(struct column *col,

        struct sqlConnection *conn);

   /* Print out controls for advanced filter. */

   struct genePos *(*advFilter)(struct column *col,

       struct sqlConnection *conn,

   /* Return list of positions for advanced filter. */

   /* Lookup tables use the next few fields. */

   char *table;                 /* Name of associated table. */

   char *keyField;              /* GeneId field in associated table. */

   char *valField;              /* Value field in associated table. */

   /* Association tables use these as well as the lookup fields. */

   char *queryFull;     /* Query that returns 2 columns key/value. */

   char *queryOne;      /* Query that returns value, given key. */

   char *invQueryOne;   /* Query that returns key, given value. */

   };

The structure starts with data shared by all types of columns. Next come the polymorphic methods. Finally, there’s a section containing type-specific data.

Each column object contains space for the data of all types of columns. It would be possible, using a union or some related mechanism, to avoid this waste of space. However, this would complicate the use of the type-specific fields, and because there are fewer than 100 columns, the total space saved would be no more than a few kilobytes.

Most of the functionality of the program resides in the column methods. A column knows how to retrieve data for a particular gene either as a string or as HTML. A column can search for genes where the column data fits a simple search string. The columns also implement the interactive controls to filter data, and the routine to do the filtering itself.

The columns are created by a factory routine based on information in the columnDb.ra files. An excerpt of one of these files is shown in Example 13-2. All columnDb records contain fields describing the column name, user-visible short and long labels, the default location of the column in the table (priority), whether the column is visible by default, and a type field. The type field controls what methods the column has. There may be additional fields, some of which are type-specific. In many cases the SQL used to query the tables in the database associated with a column is included in the columnDb record, as well as a URL to hyperlink to each item in the column.

Example 13-2. A section of a columnDb.ra file containing metadata on the columns

name proteinName

shortLabel UniProt

longLabel UniProt (SwissProt/TrEMBL) Protein Display ID

priority 2.1

visibility off

type association kgXref

queryFull select kgID,spDisplayID from kgXref

queryOne select spDisplayId,spID from kgXref where kgID = '%s'

invQueryOne select kgID from kgXref where spDisplayId = '%s'

search fuzzy

itemUrl http://us.expasy.org/cgi-bin/niceprot.pl?%s

name proteinAcc

shortLabel UniProt Acc

longLabel UniProt (SwissProt/TrEMBL) Protein Accession

priority 2.15

visibility off

type lookup kgXref kgID spID

search exact

itemUrl http://us.expasy.org/cgi-bin/niceprot.pl?%s

name refSeq

shortLabel RefSeq

longLabel NCBI RefSeq Gene Accession

priority 2.2

visibility off

type lookup knownToRefSeq name value

search exact

itemUrl http://www.ncbi.nlm.nih.gov/entrez/query.fcgi?cmd=Search&db=Nucleotide&term=%s&doptcmdl=GenBank&tool=genome.ucsc.edu

The format of a columnDb.ra file is simple: one field per line, and records separated by blank lines. Each line begins with the field name, and the remainder of the line is the field value.

This simple, line-oriented format is used for a lot of the metadata at genome.ucsc.edu. At one point, we considered using indexed versions of these files as an alternative to a relational database (.ra stands for relational alternative). But there are a tremendous number of good tools associated with relational databases, so we decided keep the bulk of our data relational. The .ra files are very easy to read, edit, and parse, though, so they see continued use in applications such as these.

The columnDb.ra files are arranged in a three-level directory hierarchy. At the root lies information about columns that appear for all organisms. The mid-level contains information that is organism-specific. As our understanding of a particular organism’s genome progresses, we’ll have different assemblies of its DNA sequence. The lowest level contains information that is assembly-specific.

The code that reads a columnDb constructs a hash of hashes, where the outer hash is keyed by the column name and the inner hashes are keyed by the field name. Information at the lower levels can contain entirely new records, or add or override particular fields of records first defined at a higher level.

Some types of columns correspond very directly to columns in the relational database. The lookup type columns refer to a table that contains an indexed gene ID field with no more than one row per gene ID. The type line contains the table, the gene ID field, and the field displayed by the column. The proteinAcc and refSeq columns in Example 13-2 are examples of type lookup.

If the relational table can contain more than one row per gene, its type becomes association. Associations with multiple values for a single gene are displayed as a comma-separated list in the Gene Sorter. Associations include the SQL code to fetch the data either one gene at a time (queryOne), for all genes (queryFull), or for the genes associated with a particular value (invQueryOne). The queryOne SQL actually returns two values, one to display in the Gene Sorter and another to use in the hyperlink, although these can be the same.

Most of the columns in the Gene Sorter are of type lookup or association, and given any relational table that is keyed by gene ID, it is a simple matter to make it into Gene Sorter columns.

Other columns, such as the gene expression columns, are relatively complex. Figure 13-1 shows a gene expression column as colored boxes underneath the names of various organs such as brain, liver, kidney, etc. The colors indicate how much of the mRNA for the gene is found in these specific organs in comparison to the level of mRNA in the body as a whole. Red indicates a higher-than-average expression, green a lower-than-average expression, and black an average expression level.

The entire set of gene expression information from fetal brain to testis in Figure 13-1 is considered a single Gene Sorter column. It’s broken into three columns from the HTML table point of view, to provide the gray lines between groups of five organs for better readability.

Filtering Down to Just the Relevant Genes


Filters are one of the most powerful features of the gene sorter. Filters can be applied to each of the columns in order to view just the genes relevant to a particular purpose. For instance a filter on the gene expression column can be used to find genes that are expressed in the brain but not in other tissues. A filter on the genome position can find genes on the X chromosome. A combination of these filters could find brain-specific genes found on the X chromosome. These genes would be particularly interesting to researchers on autism, since that condition appears to be to a fairly strong degree sex-linked. 
Each column has two filter methods: filterControls to write the HTML for the filter user interface and advFilter to actually run the filter. These two methods communicate with each other through cart variables that use a naming convention that includes the program name, the letters as, and the column name as prefixes to the specific variable name. In this way, different columns of the same type have different cart variables, and filter variables can be distinguished from other variables. A helpful routine named cartFindPrefix, which returns a list of all variables with a given prefix, is heavily used by the filter system.

The filters are arranged as a chain. Initially, the program constructs a list of all genes. Next it checks the cart to see whether any filters are set. If so, it calls the filters for each column. The first filter gets the entire gene list as input. Subsequent filters start with the output of the previous filter. The order in which the filters are applied doesn’t matter.

The filters are the most speed-critical code in the Gene Sorter. Most of the code is executed on just 50 or 100 genes, but the filters work on tens of thousands. To keep good interactive response time, the filter should spend less than 0.0001 of a second per gene. A modern CPU operates so fast that generally 0.0001s is not much of a limitation. However, a disk seek still takes about 0.005s, so the filter must avoid causing seeks.

Most filters start by checking the cart to see whether any of their variables are set, and if not, just quickly return the input list unchanged. Next, the filters read the tables associated with a column. Reading the entire table avoids potentially causing a disk seek for each item, and while it is slower if just processing a few genes, it is much faster when processing a large set of genes.

Genes that pass the filter are put into a hash, keyed by gene ID. Finally, the filter calls a routine named weedUnlessInHash that loops through each gene in the input to see whether it is in the hash and, if so, copies the gene to the output. The net result is a fast and flexible system in a relatively small amount of code.

Theory of Beautiful Code in the Large

The Gene Sorter is one of the more beautiful programs at the design and code level that I’ve worked on. Most of the major parts of the system, including the cart, the directory of .ra riles, and the interface to the genomics database, are on their second or third iterations and incorporate lessons we
 learned from previous programs. The structure of the program's objects nicely parallels the major components of the user interface and the relational databases. The algorithms used are simple but effective, and make good trade-offs between speed, memory usage, and code complexity. The program has had very few bugs compared to most programs its size. Other people are able to come up to speed on the code base and contribute to it relatively quickly.

Programming is a human activity, and perhaps the resource that limits us most when programming is our human memory. We can typically keep a half-dozen things in our short-term memory. Any more than that requires us to involve our long-term memory as well. Our long-term memory system actually has an amazingly large capacity, but we enter things into it relatively slowly, and we can’t retrieve things from it randomly, only by association.

While the structure of a program of no more than a few hundred lines can be dictated by algorithmic and machine considerations, the structure of larger programs must be dictated by human considerations, at least if we expect humans to work productively to maintain and extend them in the long term.

Ideally, everything that you need to understand a piece of code should fit on a single screen. If not, the reader of the code will be forced at best to hop around from screen to screen in hopes of understanding the code. If the code is complex, the reader is likely to have forgotten what is defined on each screen by the time he gets back to the initial screen, and will actually have to memorize large amounts of the code before he can understand any part of it. Needless to say, this will slow down programmers, and many of them will find it frustrating as well.

Well-chosen names are very important to making code locally understandable. It’s OK to have a few local variables (no more than can fit in short-term memory) with one- and two-letter names. All other names should be words, short phrases, or commonly used (and short) abbreviations. In most cases, the reader should be able to tell the purpose of a variable or function just from its name.

These days, with our fancy integrated development environments, the reader can, at the click of a mouse, go from where a symbol is used to where it is defined. However, we want to write our code so that the user needs to go to the symbol definition only when she is curious about the details. We shouldn't force her to follow a couple of hyperlinks to understand each line.

Names can be too long as well as too short, though most programmers, influenced by the mathematical descriptions of algorithms and such evils as Hungarian notation, err on the short side. It may take some time to come up with a good name, but it is time well spent.

For a local variable, a well-chosen name may be sufficient documentation. Thus, Example 13-3 shows a reasonably nicely done function from the Gene Sorter. It filters associations according to criteria that can contain wildcards. (There is also a simpler, faster method that handles only exact matches.) The code fits on one screen, which is always a virtue in a function, though not always possible.

Example 13-3. The filter method for association type columns that handle wildcards

static struct genePos *wildAssociationFilter(

        struct slName *wildList, boolean orLogic. struct column *col,

        struct sqlConnection *conn, struct genePos *list)

/* Filter associations that match any of a list of wildcards. */

{

/* Group associations by gene ID. */

struct assocGroup *ag = assocGroupNew(16);

struct sqlResult *sr = sqlGetResult(conn, col->queryFull);

char **row;

while ((row = sqlNextRow(sr)) != NULL)

    assocGroupAdd(ag, row[0], row[1]);

sqlFreeResult(&sr);

/* Look for matching associations and put them on passHash. */

struct hash *passHash = newHash(16); /* Hash of items passing filter */

struct genePos *gp;

for (gp = list; gp != NULL; gp = gp->next)

    {

    char *key = (col->protKey ? gp->protein : gp->name);

    struct assocList *al = hashFindVal(ag->listHash, key);

    if (al != NULL)

        {

        if (wildMatchRefs(wildList, al->list, orLogic))

            hashAdd(passHash, gp->name, gp);

        }

    }

/* Build up filtered list, clean up, and go home. */

list = weedUnlessInHash(list, passHash);

hashFree(&passHash);

assocGroupFree(&ag);

return list;

}

The function prototype is followed by a one-sentence comment that summarizes what the function does. The code within the function is broken into “paragraphs,” each starting with a comment summarizing what the block does in English.

Programmers can read this function at several different levels of details. For some, the name itself tells them all they need. Others will want to read the opening comment as well. Still others will read all the comments, ignoring the code. Those interested in the full details will read every line.

Because human memory is so strongly associative, once a reader has read the function at one level of detail, reading it at a higher level will generally be enough to recall the more detailed levels. This happens in part because the higher levels form a framework for organizing your memory of the function even as you are reading the lower levels.

In general, the larger the programming entity, the more documentation it deserves. A variable needs at least a word, a function at least a sentence, and larger entities such as modules or objects perhaps a paragraph. It’s very helpful if a program as a whole can have a few pages of documentation providing an overview.

It’s possible to have too much documentation as well as too little. Documentation is of no use if people don’t read it, and people tend to avoid reading long text, especially if it is repetitious.

Humans tend to remember the important things best, though a few people are blessed (or cursed) with a good memory for trivia. The words used in a programming name are important, but whether the style is varName, VarName, varname, var_name, VARNAME, vrblnam, or Variable_Name is not so important. What is important is that a single convention be adopted and followed consistently, so that the programmer need not waste time and memory remembering which style is used in any particular case.

Other keys to keeping code understandable are:

· Use a scope as local as possible. Never use a global variable when an object variable will do, and never use an object variable when a local variable will do.

· Minimize side effects. In particular, avoid altering any variables except the return value in a function. A function that obeys this rule
 is called “reentrant,” and is a thing of beauty. Not only is it easy to understand, it is automatically thread-safe and capable of being used recursively. Beyond readability, code with few side effects is easier to reuse in different contexts.

These days, many programmers are well aware of the negative impact of global variables on code reuse. Another thing that can discourage code reuse is dependence on data structures. The object-oriented programming style sometimes can end up backfiring in this regard. If useful code is embedded in an object method, one must construct an object to use the code. For some objects, this task can be pretty complex.

A function that is not embedded in an object, and which takes as parameters standard data types, is a lot more likely to be used in many different contexts than a method deeply embedded in a complex object hierarchy. For instance, the previously mentioned weedUnlessInHash function, although written for use by the column object in the Gene Sorter, was designed not to depend on being in a column. So this useful little function may see application in other contexts now as well.

Conclusion

This chapter has been about one of the prettier pieces of code I’ve written. The program serves a useful purpose for biomedical researchers. The cart system makes it relatively easy to construct an interactive program over the Web, even though it uses a CGI interface. Both the user’s model and the programmer’s model of the program revolve around the idea of a big table with one row per gene and a variable number of columns that can represent many different types of data.

Although the Gene Sorter is written in C, the column code is done in a straightforward, polymorphic, object-oriented design. Additional columns can be added by editing simple text files with no additional programming required, and these same files help make it easy for a single version of the program to work on different genomic databases associated with a variety of organisms.

The design minimizes disk seeks, which continue to be a bottleneck, lagging CPU and memory speeds by a large margin. The code is written to be readable and reusable. I hope you will find some of the principles it is built on useful in your own programs.

�Who is “we”? The Gene Sorter team?


�Again, use of “we"


�The rule mentioned in the previous sentence, or the rule mentioned in the previous bullet point? AO: I fixed, I think.
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