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Abstract

Most proteins in the international databases are predicted translations of mRNA sequence. Predicting protein from mRNA is much easier than predicting protein from genomic DNA, but typically there are many different open reading frames (ORFs) in an mRNA sequence and some RNAs don’t code for protein at all. Here we describe a program, txCdsPredict that weighs a variety of criteria including the Kozak criteria, conservation in other species, the presense of upstream ORFs, and nonsense-mediated-decay signals to select and score the best ORF for a particular mRNA. We compare the ORFs picked by txCdsPredict, and a the ORFs from aa number of other coding region predictors, to the ORFs picked by the human curated RefSeq and Gencode transcripts. The txCdsPredict agrees exactly with the RefSeq reviewers 93% of the time and is close an additional 5% of the time. This is significantly better than the other methods examined here. A method that picked the largest ORF with a Kozak start codon had the next most exact agreement with RefSeq – agreeing 87% of the time and close 7% of the time. Surprisingly the more sophisticated HMM based methods bestorf and twinOrf had substantially less exact agreement: 81% and 85% respectively. The txCdsPredict program is part of the pipeline to produce the UCSC Gene set at http://genome.ucsc.edu.

Introduction

Identifying all of the protein coding genes in the human genome is an important and not completely solved problem. There are several ongoing projects working on this problem including completely automated systems such as Ensembl 


(Hubbard et al. 2007) ADDIN EN.CITE  and AceView (Thierry-Mieg and Thierry-Mieg 2006), and systems involving human curation such as RefSeq (Pruitt et al. 2007), VEGA (Ashurst et al. 2005) and SwissProt (Bairoch et al. 2004). Here we describe a critical piece of an automated system we’ve developed for the protein coding portions of the primary gene track for the UCSC Genome Browser (Kent et al. 2002). The UCSC Genes track overall is intended to be more inclusive but with more noise RefSeq and less inclusive but with less noise than AceView. The part of the system we describe here predicts the coding regions given an mRNA sequence that has been corrected by comparison with genomic and possibly other mRNA sequences. Here we develop and examine several different methods of various complexity for predicting the coding region within a transcript. One of these, txCdsPredict, looks particularly promising.

Locating the genes entirely by looking at DNA evidence is difficult because of the large size of introns and intergenic regions compared to the coding regions. The presence of transposons and pseudogenes makes the problem more difficult still. Adding evidence from other genome sequences helps, but it does not solve the problem, particularly for the faster evolving genes. Another approach is to sequence mRNA (as cDNA) rather than attempt to predict genes directly from genomic DNA. This approach removes the large intron and intergenic region problem, at least in theory, but still has problems of its own.  Some genes are rarely expressed, and hence hard to capture as mRNA. Further, the process of converting mRNA to cDNA suitable for sequencing is error prone.  Finally an mRNA sequence is still not a protein sequence. While predicting what protein an mRNA will produce is a much easier problem than predicting what proteins a large chunk of genomic DNA will produce, there is still plenty of room for error. 

The most common mRNA sequencing artifacts are incomplete transcripts, especially at the 5’ end,  single base mutations, small insertions and deletions, larger deletions, incompletely processed sequence with retained introns, and chimeric clones containing the sequences of multiple mRNAs concatenated together. All of these artifacts can be reduced by careful protocols, but some remain common even in the mRNA sequences from the best labs. In the Mammalian Gene Collection for instance, 6% of clones were found to have frame-shifting indels in the coding regions, and 2% were chimeric


(Gerhard et al. 2004) ADDIN EN.CITE . In order to enrich the mRNA for rare transcripts, often a normalization step is included in the process. While effective at reducing the concentration of common transcripts like actin, normalization enriches the artifact sequences to a degree as well.

One powerful method for resolving many of these artifacts is to compare the mRNA sequences to genomic sequences. Genomic sequencing is itself subject to technical artifacts, but at least the labile RNA phase, and the particularly error prone reverse transcription phase is avoided, and the starting material is almost always normal rather than cancerous tissue. For finished genomes such as the human genome, the error rate is on the order of one per 100,000 bases


(Consortium 2004) ADDIN EN.CITE , significantly less than is currently possible with mRNA sequencing(Furey et al. 2004). By examining mRNA/genome alignments it’s possible to detect and correct the majority of small scale errors.  One can detect chimeric clones as well since one part will align to one region of the genome, and another part to another region.  Deletions show up as “introns” with non-canonical splice sites.  Another powerful method for resolving artifacts is to compare multiple mRNA sequences for the same gene to each other and to the genome. By these mRNA-mRNA-DNA comparisons one can discriminate between full length and fragmented mRNA sequences. Also one can detect introns that are spliced out in one mRNA but not in another.  If there is sufficient mRNA coverage one can even detect and correct rare gene-disrupting polymorphisms and errors in the reference genome sequence.

For each validated mRNA, we must still determine the coding region. There are several approaches that are used in CDS finding. The most simple is to look for the longest open reading frame (ORF) in a sequence, that is the longest stretch between a start and a stop codon in the same reading frame. Not all start codons are equally likely to initiate translation though. In particular the Kozak criteria (Kozak 1986) of either an A or a G three bases before the start codon, or a G immediately after the start codon, dramatically increases the translation efficiency of an ORF. According to the scanning model of translational initiation (Kozak 1980), the ribosome simply starts at the beginning of an mRNA, and initiates translation at the first suitable start codon. If the first ORF is small, the ribosome may continue past the stop codon, reinitiating translation at a later ORF (Kozak 2001). This reinitiation process is not as efficient as the primary initiation however, and reduces the level of the protein product. Another factor that can reduce the level of translated protein is nonsense-mediated decay (NMD) (Thermann et al. 1998).  NMD occurs when the last intron is more than about 50 bases past the stop codon.  

Beyond the start and stop codons, there may be additional information embedded in the coding region useful in finding the best ORF. Some codons are more common in coding sequence than others, and this can be statistically modeled to favor ORFs that not only contain many codons, but that contain many likely codons. The putative ORF can be translated, and searched for domains. In particular many proteins include a hydrophobic signal sequence near the start site, and the presence of such a sequence weighs in favor of an ORF. Victor Solovyev’s unpublished but popular program bestorf makes use of codon frequencies and the signal sequence in its predictions. If the translated ORF aligns to proteins already existing in databases, this also can weigh in favor of the ORF, though some care needs to be taken to avoid circular annotation, where an ORF prediction produces a protein that goes into a database, and then reinforces another ORF prediction later on. Now that multiple genomes have been sequenced, it is possible to use genome-level as opposed to predicted-protein-level homology to reinforce ORF predictions. In particular,  analysis of the inferred evolutionary patterns of codons and coding exon boundaries obtained from multiple genome comparisons has been used to predict or validate CDS regions (Kellis et al. 2004) (Siepel and Haussler 2004), but suitable extensions of these methods needed to handle rapidly evolving and structurally changing genes are not yet available. Here we use a very simple scheme of ORF validation in comparative species. 
Though there are now high quality curated sets of CDS annotations on many genes, we want to create a high quality set of gene and protein predictions based on a combination of mRNA and genome sequence evidence that can be applied in cases where the curators have not yet had a chance to review a gene. Though the rate of discovery of new gene loci is slowing down enough that the curators of the human and major model organisms will soon be caught up, the rate of discovery of new isoforms of new genes shows little sign of slowing, nor does the rate of sequencing new organisms. Thus there is still a need for high quality computer-generated CDS predictions.

The CDS prediction programs described in this paper are designed to work with mRNA sequence that has been corrected by comparison with genomic DNA and other mRNA sequences by other tools. The programs can thus focus upon a single task, finding the coding sequence (CDS) within an mRNA.  This simplifies things quite a bit compared to 

the methods developed for the Riken Phantom pipeline 


(Furuno et al. 2003) ADDIN EN.CITE , which simultaneously try to correct the RNA and do CDS prediction. We have developed two new tools for CDS prediction. One, twinOrf3, uses a pairwise alignment between two species to feed a hidden Markov Model that predicts the CDS. The other txCdsPredict, uses a simple but surprisingly effective ad-hoc scoring scheme that integrates information from a variety of sources. We demonstrate that txCdsPredict in particular produces CDS predictions that agree very well with the curated CDS annotations.

Results

To test the efficacy of the CDS finders we made four test sets. The RefSeq Reviewed set consists of the subset of the RefSeq human gene set that has been reviewed by curators. Since we wanted the CDS finders to be able to cope with partial as well as full length mRNA sequences, we created a RefSeq Fragmented set, which is the same as RefSeq Reviewed, but 15% of the mRNAs have been cut at a random position and the smaller fragment discarded. The GenCode test set consists of the coding genes predicted  by an exhaustive manual review of the 1% of the human genome studied by ENCODE project (Harrow et al. 2006). In addition to these positive test sets, we constructed the Decoy test set to see what the predictors would do on sequences that are not genes, but which are commonly represented in cDNA sequences as artifacts. The Decoy set consists of UTR regions from RefSeq genes, pseudogenes that are very similar to their parent genes as annotated by the VEGA project, processed pseudogenes of varying levels of sequence identity with their parent genes, and retained introns.

We tested many CDS prediction methods against the RefSeq and GenCode test sets to see how well they agreed with the human curated annotation. We used the popular, but unpublished program bestorf by Victor Solovyev as a baseline. In addition we wrote three programs, orfEnum, twinOrf3, and txCdsPredict, that produce different CDS predictions. These three programs, and additional utility programs used to prepare data sets and evaluate results are all open source under the BSD license.

The orfEnum program is the simplest. It looks only at the RNA sequence. Using command line options flags it can be told to look for the biggest ORF, the biggest ORF where the start codon meets the Kozak criteria, the first ORF, the first Kozak ORF, or the first ORF (or Kozak ORF) above a certain size. The program can also be configured to write out all ORFs for a given mRNA. The program is 289 lines long.

The twinOrf3 program is relatively complex. Like TWINSCAN (Korf et al. 2001), it is based on a hidden Markov model (HMM) that emits sequence for a reference species and a related species simultaneously. Unlike Twinscan, it emits a DNA base for the related species, rather than using a special match code. It includes a position weight matrix to model the region around the start codon, and separate protein coding models for the early part of the sequence and later parts of the sequence. The two separate protein coding models help since the initial parts of the sequence are typically not as well conserved as later parts. TwinOrf3 is described in more detail in the methods section. It is 1356 lines long, and the program to generate the statistics for the HMM is 684 lines long. We ran twinOrf3 twice, once using mouse as the related species and once using dog.

The txCdsPredict program is surprisingly simple, only 495 lines of code. It evaluates each ORF in a sequence using a scoring scheme described in the methods section. The scheme rewards larger ORFs, start codons with the Kozak criteria, and ORFs that are also ORFs in orthologous alignments with other species. It penalizes upstream ORFs and NMD.  The program can be run with or without the NMD and orthology information. For orthology we used human/rhesus/mouse/dog alignments 


(Kuhn et al. 2007) ADDIN EN.CITE .

The results of these various CDS finding methods on the RefSeq and Gencode test sets are shown in tables 1 and 2. We classify each prediction four ways. If the start and end of the predictions match those of the annotation, it is classified as “exact.”  If at least 80% of the prediction is covered by the annotation, and at least 80% of the annotation is covered by the prediction, both in frame, it is classified as “close.” If there is less overlap, but the prediction and annotation are still in the same reading frame, the prediction is classified “in frame.” Other predictions are classified as “out frame.” Some methods did not produce predictions in all cases. These are in listed as “no pred.”

On the RefSeq reviewed test our CDS finder txCdsPredict agrees exactly with RefSeq reviewed CDS calls 92.5% of the time, and disagrees grossly with them (predicting a protein in a different reading frame, or one that overlaps by less than 80% on the same frame) only 2.3% of the time. The twinOrf3 program using human/dog alignments agrees exactly with RefSeq 85.6% of the time and disagrees grossly 4.0% of the time. The figures for bestorf are 80.9% and 4.7% respectively. Of the simpler CDS finders, the one using the biggest ORF with a Kozak-criteria start did the best, with 87.2% exact matches and 5.4% gross misses.  The results on the GenCode set are similar.

Since not all RNAs actually do code for protein, and hopefully most of the mRNA sequencing artifacts also code poorly,  we also experimented using the various programs to discriminate between the RefSeq Fragmented set and the Decoy set. To do this we looked at the score produced by the programs, found the score threshold for each that best separated the positive and negative test sets (smallest number of errors of classification), and report on the classification accuracy at this threshold. For the simple ORF finders we use the ORF size as the score. The bestorf, twinOrf3, and txCdsPredict programs produce explicit scores as part of their predictions. The results for this are summarized in table 3.

To examine the degree that we might expect orthology information to help predict CDS, we examined how often the start codons (with and without Kozak criteria) and the stop codons are conserved in a variety of vertebrates for which high coverage (at least 4x) genome sequence is available. These results are in table 4.

Table 5 illustrates just how much easier it is to predict CDS in mRNA than it is to predict it in human DNA. Here we look at several popular gene finders and how close the proteins they produce are to the RefSeq Reviewed proteins that overlap their predictions. The gene finders GENSCAN (Burge and Karlin 1997) and AUGUSTUS (Stanke et al. 2006) are run so as to only look at the human sequence. The N-SCAN (Gross and Brent 2006) and AUGUSTUS programs using other genomes as well. Since none of these programs are designed to handle alternative splicing, we try them against all RefSeq Reviewed genes, or just the RefSeq reviewed in an alt-spliced cluster that they do best on. As a whole the gene finders do quite badly at the protein level, though at the level of the individual base (where we include all predictions that overlap a RefSeq, not just the best) they do reasonably well. 

	Method
	Exact
	Close
	In Frame
	Out Frame 
	No Pred

	First ORF
	51.02%
	 1.86%
	14.14%
	32.98%
	0.00%

	First Kozak ORF
	55.08%
	 3.41%
	12.10%
	29.39%
	0.00%

	Biggest ORF
	62.90%
	30.37%
	 4.01%
	 2.72%
	0.00%

	Biggest Kozak ORF
	87.15%
	 7.42%
	 3.17%
	 2.23%
	0.00%

	Biggest ATG ORF
	93.78%
	 3.09%
	 1.11%
	 2.01%
	0.00%

	First ORF >= 100 aa
	77.39%
	 2.64%
	 4.99%
	14.98%
	0.00%

	First Kozak ORF >= 100 aa
	77.33%
	 5.95%
	 5.05%
	11.48%
	0.20%

	bestorf program
	80.88%
	14.38%
	 2.88%
	 1.82%
	0.04%

	ESTScan program
	68.47%
	19.95%
	 4.25%
	 7.09%
	0.23%

	estscan program
	65.27%
	21.54%
	 4.15%
	 8.68%
	0.37%

	twinOrf3 human/mouse
	84.49%
	 7.18%
	 2.15%
	 1.71%
	4.47%

	twinOrf3 human/dog
	85.63%
	 7.52%
	 2.26%
	 1.76%
	2.83%

	txCdsPredict just sequence
	91.74%
	 5.47%
	 1.30%
	 1.50%
	0.00%

	txCdsPredict + NMD
	92.04%
	 5.52%
	 1.10%
	 1.34% 
	0.00%

	txCdsPredict + orthology
	92.45%
	 5.06%
	 1.16%
	 1.34%
	0.00%

	txCdsPredict + both
	92.58%
	 5.07%
	 1.05%
	 1.29%
	0.00%


Table 1 – Various CDS finding methods applied to RefSeq reviewed set of 11729 mRNAs.

	Method
	Exact
	Close
	In Frame
	Out Frame 
	No Pred

	First ORF
	56.12%
	 1.60%
	14.36%
	27.93%
	0.00%

	First Kozak ORF
	55.05%
	 4.52%
	11.70%
	28.72%
	0.00%

	Biggest ORF
	59.97%
	33.64%
	 4.52%
	 1.86%
	0.00%

	Biggest Kozak ORF
	84.31%
	10.37%
	 3.86%
	 1.46%
	0.00%

	Biggest ATG Orf
	93.75%
	 4.52%
	 0.80%
	 0.93%
	0.00%

	First ORF >= 100 aa
	80.85%
	 3.46%
	 3.93%
	12.77%
	0.00%

	First Kozak ORF >= 100 aa
	75.53%
	 8.64%
	 3.19%
	12.50%
	0.13%

	bestorf program
	74.73%
	20.08%
	 3.18%
	 1.99%
	0.00%

	twinOrf3 human/mouse
	82.05%
	 9.97%
	 3.72%
	 3.46%
	0.80%

	twinOrf3 human/dog
	80.45%
	 9.57%
	 5.98%
	 3.59%
	0.40%

	txCdsPredict just sequence
	89.10%
	 7.85%
	 1.20%
	 1.86%
	0.00%

	txCdsPredict + NMD
	90.03%
	 8.11%
	 0.53%
	 1.33%
	0.00%

	txCdsPredict + orthology
	91.22%
	 6.91%
	 0.93%
	 0.93%
	0.00%

	txCdsPredict + both
	91.62%
	 7.05%
	 0.40%
	 0.93%
	0.00%


Table 2 – Various CDS finding methods applied to the GenCode set of 752 genes with annotated start and stop codons.

	Method
	Threshold
	Min Size 
	Accuracy

	First ORF
	452.5
	151 aa
	77.54%

	First Kozak ORF
	452.5
	151 aa
	79.54%

	Biggest ORF
	625.5
	209 aa
	89.64%

	Biggest Kozak ORF
	533.5
	178 aa
	89.65%

	First ORF >= 100 aa
	522.78
	175 aa
	83.15%

	First Kozak ORF >= 100 aa
	522.78
	175 aa
	83.57%

	bestorf program
	57.89
	n/a
	89.58%

	twinOrf3 human/mouse
	-3275.16
	n/a
	68.20%

	twinOrf3 human/dog
	-3665.43
	n/a
	67.41%

	txCdsPredict just sequence
	671.70
	158 aa
	90.94%

	txCdsPredict + NMD
	580.28
	127 aa
	92.14%

	txCdsPredict + orthology
	901.47
	116 aa
	93.65%

	txCdsPredict + both
	871.42
	112 aa
	94.17%


Table 3 – Ability of CDS score to discriminate between RefSeq Fragments and Decoy test sets. The columns indicate the score threshold where the discrimination is best, the smallest protein that can potentially pass this threshold, and the percentage of sequences correctly classified as real or decoy at this threshold.

	Scientific Name
	English
	Aligns
	ATG
	Kozak
	Stop

	Pan troglodytes
	Chimp
	94.04%
	99.03%
	99.02%
	99.14%

	Macaca mulatta
	Rhesus
	93.46%
	97.58%
	97.80%
	97.31%

	Mus musculus
	Mouse
	97.63%
	92.07%
	92.09%
	88.19%

	Rattus norvegicus
	Rat
	94.43%
	91.68%
	91.73%
	88.21%

	Bos Taurus
	Cow
	94.38%
	93.04%
	92.72%
	89.61%

	Canis familiaris
	Dog
	89.47%
	92.56%
	92.36%
	89.77%

	Equus caballus
	Horse
	85.88%
	91.55%
	91.68%
	90.94%

	Monodelphis domestica
	Opossum
	81.30%
	86.59%
	85.26%
	84.31%

	Ornithorhynchus anatinus
	Platypus
	66.61%
	68.26%
	66.64%
	77.11%

	Gallus gallus
	Chicken
	52.72%
	77.97%
	75.09%
	80.21%

	Anolis carolinensis
	Lizard
	57.69%
	77.04%
	73.47%
	77.99%

	Xenopus tropicalis
	Frog
	45.22%
	79.68%
	74.28%
	76.30%

	Danio rerio
	Zebrafish
	40.72%
	74.22%
	65.47%
	63.71%


Table 4 – Conservation of RefSeq Reviewed CDS boundaries in other species. The “aligns” column shows the percentage of start codons that are in alignments between human and the other species. The “ATG” column indicates, for the subset that align, the percentage of places the initial ATG in human is also an ATG in the other species. The “Kozak” column indicates the percentage of Kozak-criteria start codons in alignments that also are Kozak-criteria in the other species. The “stop” column is the percentage of stop codons in aligning areas that are also stop codons in the other species. 

	Program
	All Exact
	All Close
	Best Exact
	Best Close
	Base Coverage
	Base

Enrichment

	genscan 
	 7.16%
	22.27%
	10.34%
	25.50%
	87.73%
	44.63x

	Augustus ab initio
	12.35%
	25.39%
	17.17%
	27.60%
	73.60%
	65.78x

	Augustus multi genome
	25.74%
	34.44%
	36.19%
	33.18%
	87.27%
	77.91x

	Nscan
	25.54%
	34.63%
	35.90%
	32.40%
	90.34%
	74.70x


Table 5 – Performance of various gene finders against RefSeq Reviewed set. The All Exact columns shows where the gene finder has a protein output that exactly matches the RefSeq protein. The All Close is where the gene finder’s CDS covers at least 80% of the RefSeq CDS and vice versa. The Best Exact and Best Close columns are similar to the All Exact and All Close.  In this case the RefSeq Reviewed were first clustered together based on overlapping exons. The figures represent the best performance by the gene finders on any one in the cluster. The base coverage represents the total bases in RefSeq Reviewed CDS covered by any prediction of the gene finder. The enrichment is a measure of specificity. It represents how many times more likely it is to find a RefSeq Reviewed CDS base inside of a CDS prediction for the gene finder, than it is to find the RefSeq Reviewed base at a randomly selected position in the genome.
Discussion

We have created a program, txCdsPredict, that makes use of the start and stop codons, ORF length, Kozak-criteria, analysis of upstream reading frames, NMD-based analysis, and the presence of orthologous species alignments to predict coding regions with high accuracy.  Using agreement with RefSeq reviewed CDS annotations as a benchmark, it appears that each of these factors is important. Simply using the first ORF results in 51% agreement. Switching to the largest ORF improves this to 61%, and adding in Kozak takes it to 85%. The txCdsPredict program adds analysis of upstream reading frames, and moves the agreement up to 90%. Configuring txCdsPredict to do NMD analysis takes this to 91%, and adding orthologous species alignments takes it to 93%. Even when txCdsPredict does not agree, it is often close: 97.7% of the txCdsPredict CDS predictions overlap the RefSeq reviewed annotations by at least 80%.

We developed another program, twinOrf3, that uses a fairly detailed hidden Markov model and a pairwise alignment to predict CDS. In spite of it being much more complex to code, and mathematically more sophisticated, it did not do as well as txCdsPredict, achieving only 86% exact agreement and 93.1% close agreement, not as well as txCdsPredict even ignoring orthology. Though twinOrf3 does represent a modest improvement over bestorf, a program that uses similar techniques without the orthology, we were surprised initially that the orthology did not improve things more.  The explanation seems to be simply that the start and stop codon are not always sequenced in comparative species, and when they are, they are not always conserved.  For many large classes of proteins, the beginning of the protein is clipped off shortly after translation. Factoring in penalties for upstream reading frames and NMD seems to be more beneficial than imposing precise evolutionary constraints at the start and stop site. Future probabilistic models like pair HMMs or phylo-HMMs (Siepel and Haussler 2004) that attempt to model evolutionary change in gene structure as well as individual codon evolution would do well to take these functional constraints into account, as would discriminative methods like those of Kellis et al. (Kellis et al. 2004). It remains to be seen how much such models could improve on the simple comparative ORF validation used in txCdsPredict. 

The results in table 5 are neither as fair, nor as complete as the recent EGASP comparison of gene finders 


(Guigo et al. 2006) ADDIN EN.CITE . Nonetheless the results underscore the need to sequence RNA as well as DNA. Even state-of-the-art comparative-genomics gene finders such as N-SCAN and Augustus are only able to match any splicing variant 36% of the time, and are not even close 32% of the time. Few gene finders even attempt to find more than a single splicing variant. There are certainly many good uses for gene finders. One important use is helping design primers for reverse-transcriptase PCR so that we can obtain mRNA sequence for rarely expressed genes, an approach now being taken by the MGC project. However, for the present at least, to build an accurate gene set one needs RNA as well as DNA sequence, and there is a niche for programs that predict proteins based on RNA that in practical terms is at least as important as the niche for programs that predict protein based on DNA.

We think that txCdsPredict will be very useful in annotating genes and genomes, especially when curated annotations are not yet available. The program does have limitations. Perhaps chief among these is that it will miss proteins of less than 112 amino acids at the standard score threshold, and to loosen this threshold will start bringing in many spurious predictions. At the moment the number of well-characterized proteins with less than 120 amino acids is relatively small. Hopefully as large-scale peptide sequencing data becomes available we will be able to construct training sets that help us detect the smaller valid protein sequences. In the meantime we are wholly dependent on human curators to rescue these. We also have not addressed selenocysteines or non-ATG start codons in this program, and indeed a sizable fraction of cases where txCdsPredict does not agree with RefSeq are in proteins that contain these unusual features.

Materials and Methods

txCdsPredict

The only required input of txCdsStart is the mRNA sequence file in Fasta format. Optional inputs are the exon/intron boundaries in BED format, and sequence alignments in MAF format. The Fasta format is a well known standard.  BED and MAF are described at http://genome.ucsc.edu/FAQ/FAQformat. The txCdsPredict output is a tab separated file containing the mRNA name, mRNA size, CDS start and end, and score.

The txCdsStart program uses the following scoring scheme. Each base in an ORF is worth one point. An initial ATG is worth 50 points. If the start codon meets the Kozak criteria this is worth an additional 100 points. A stop codon is worth 50 points.  Each base in an ORF before the start codon costs 0.5 points. If the base is part of a Kozak-criteria ORF it costs an additional 0.5 points. If information about intron positions is fed in, the program imposes a penalty of 400 when the stop codon is more than 55 bases before the last intron. If alignments from orthologous regions in other species are fed in, the ORF can gain up to one additional point per base from orthology. 

The orthology score is calculated independently for each pair of alignments with the reference species, and the score is a simple average of all pairs. As run in this paper the pairs are human/rhesus, human/mouse, and human/dog. Within each pair we look for the ORF in the non-human species that is in the same frame as the ORF in human, and that overlaps the human ORF the most. All human bases that align to this non-human ORF get a one point bonus (1/3 of a point after averaging). 

From an implementation standpoint, the main challenge is to calculate the score quickly on a large number of potential ORFs. TxCdsPredict is able to process nearly 1000 mRNAs per second. The average mRNA contains 44 ORFs.  One key to speed is to calculate as much as possible at the mRNA level, just looking up results at the ORF level.  We apply this strategy to the upstream ORF and the orthology calculations, which are the most expensive parts of txCdsPredict.

twinOrf3

The twinOrf3 program takes in training statistics calculated by twinOrfStats3, and a pairwise alignment file in AXT format. It outputs a fasta-like file containing the HMM symbols for each base, and optionally a tab-separated output containing just mRNA name, CDS start and end, and score. TwinOrf3 processes nearly 300 mRNAs/second.

Though twinOrf3 emits pairs of sequences, it is a simple HMM, not a pair HMM (Kent and Zahler 2000) (Meyer and Durbin 2002) (Cawley et al. 2003). A pair HMM would create alignments, while twinOrf3 simply makes use of an existing alignment. The HMM emission alphabet is 30 characters, the product of “ACGT-“ in the reference sequence and “ACGT.-” in the related sequence. The ‘.’ is used to represent missing (unaligned) data, as distinct from an insertion or deletion.

TwinOrf3 makes use of 46 states which are grouped as follows.  One state each models 5’ and 3’ UTRs with 1st order Markov models. The start codon and surrounding Kozak sequence is modeled with 10 states, which together effectively form a position weight matrix stretching from 5 bases before the start codon to 2 bases after. The stop codon is modeled by three states that enforce a stop codon to be seen in the reference species, and encourage stop codons in other species. There are 15 states that model the first 20 amino acids in the coding region, and 15 to model the rest of the coding region. We found this separation helpful (it was one of the improvements in going from twinOrf2 to twinOrf3) since the initial coding region is typically not as well conserved as the rest of the protein. Other than being trained on separate data the states modeling the initial parts of the protein and the states modeling the rest are identical. Within a coding region there are five states for each reading frame.  One models coding regions with no indels, and is basically just a 2nd order Markov model. A second models insertions and deletions of a single base. The last three model insertions and deletions that are multiple of three. For further details we refer the reader to the source code.

In terms of implementation, TwinOrf3 is written in C, and makes heavy use of a series of macros to make the dynamic program at the heart of the algorithm relatively easy to read and code. Here’s the code that implements the main coding states, the ones that don’t deal with indels:

    startState(aC1)

        double b = codonProb(td->cod1, qSym, tSym, symIx);

        if (tc == '-')

           b = never;

        source(aEarlyC3, b);

        source(aC3, b); 

        source(aInsC3, b);

        source(aI3C3, b);

    endState(aC1)

    startState(aC2)

        double b = codonProb(td->cod2, qSym, tSym, symIx);

        if (tc == '-')

           b = never;

        source(aC1, b);

        source(aInsC1, b);

        source(aI3C1, b);

    endState(aC2)

    startState(aC3)

        double b = codonProb(td->cod3, qSym, tSym, symIx);

        if (tc == '-')

           b = never;

        source(aC2, b);

        source(aInsC2, b);

        source(aI3C2, b);

    endState(aC3)
Each state is bracketed by startState and endState macros, and each transition into the state is expressed with a source macro that takes as arguments the source state and the probability (including both transition and emission probabilities).

utility programs

We developed some utility programs to help set up the inputs and interpret the outputs of the ORF finders. Here are short descriptions of each of them.

sequenceForBed

Given a BED file and a UCSC format database, extracts the DNA corresponding to the BED file. In particular this will convert the sequence to the correct strand and cut out any introns.

mafFrags

Given a BED file, and a UCSC format database with a multiple alignment track, extracts the relevant parts of the multiple alignment into a file that is a variation of the MAF format. A difference from normal MAF files is that the reference species and chromosome names are replaced with the gene name from the BED record. Also missing data is represented as a ‘.’ rather than causing a break to a new record.

mafSpeciesSubset

Given a MAF file, this creates a smaller MAF file just containing a subset of the species in the original file. Columns that are all ‘-‘ or ‘.’ in the subset are removed.

mafToAxt

Converts from the MAF format to the pairwise AXT alignment format.

orfCompare

Given two files containing CDS predictions in a tab-delimited format (RNA, start, end), this lists how any are exact matches, close matches, in frame, out of frame, and how many RNAs are unique to one file or the other.

bestThreshold

Given two files with a number on each line, figures out the threshold that best separates the two sets of numbers using a binary search strategy.

genomic sequences

We used NCBI build 36.1 (UCSC hg18) for the human sequence. For mouse we used NCBI build 36 (UCSC mm8) 


(Waterston et al. 2002) ADDIN EN.CITE .For dog we used the Broad/Agencourt whole genome assembly 2 


(Lindblad-Toh et al. 2005) ADDIN EN.CITE . For rhesus we used the draft assembly v. 1.0 Mmul_051212 (UCSC rheMac2) (http://www.hgsc.bcm.tmc.edu/projects/rmacaque/).

alignments

The alignments are based on the 28-way vertebrate multiple alignment track on hg18 at genome.ucsc.edu. In brief the pipeline that produces this assembly starts with blastz (Schwartz et al. 2003). The blastz alignments are converted chains and nets using the axtChain and chainNet and then run through netFilter with the –synteny option (Kent et al. 2003). The resulting orthologous pairwise alignments are converted to MAF format and processed into multiple alignments with the multiz 


(Blanchette et al. 2004) ADDIN EN.CITE  program. We used mafFrags followed by mafSpeciesSubset to extract the parts of the alignment we were interested in.
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